
Session 6:  Inferring 
Difference

When are scores different enough to matter?



Session aim

• Introduce key statistical concepts relating to 
inferring difference

• Show how awareness of and attention to these can 
contribute to responsible metrics in practice  

• The session is not intended to be hands on in R



Part 1:  Hypothesis 
testing versus 

eyeballing confidence 
intervals



Confidence intervals reminder



Hypothesis tests

• Null hypothesis (H0): The two indicators are randomly drawn 
from populations with the same underlying value (e.g., 
mean)

• Alternative hypothesis (H1): The two indicators are randomly 
drawn from populations with a different underlying value

• The hypotheses can be tested at different confidence levels 
– 0.05, 0.01, 0.01.

• The result is in practice a yes/no decision: Yes they are 
‘really’ different; No they are not ‘really’ different.

• More specifically, the test is for whether there is enough 
evidence to conclude that the difference in observed values 
is likely to reflect an underlying difference.

• The precise interpretation of H0 and H1 depends on which 
statistical paradigm you follow and which assumptions you 
make.



Ever-newer waters flow on those 
who step into the same rivers
• Two groups are compared and we reject the null 

hypothesis [that their indicator values are drawn from 
populations with the same underlying value] at the 
0.05 level

• We can interpret this as saying that if:
• The two groups operate every year in the same way under 

the same conditions AND
• The two groups have the same capabilities relevant to the 

indicator THEN
• We will wrongly conclude that one is better than the other 5 

out of 100 times. 
• This is one way of interpreting the null hypothesis.



Why hypothesis tests?

• The purpose is to reduce the chance of incorrectly 
concluding that Group A is better than Group B 
based on a minor difference between indicators

• This is a ‘type I’ error: incorrectly rejecting the null 
hypothesis

• Type II error: incorrectly retaining a false null hypothesis

• A bit more powerful than checking if confidence 
intervals overlap

• Can be automated when multiple comparisons are 
needed.



Example hypothesis test

• Loughborough Cell Biology has a MNLCS of 1.14
• Wolverhampton Cell Biology has a MNLCS of 0.94
• A hypothesis test of difference reports p=0.02.
• Since p < 0.05 we reject the null hypothesis at the 0.05 level
• Since p ≥ 0.01 we retain the null hypothesis at the 0.01 level
• Can report this as “some evidence” to reject the hull 

hypothesis and retain the alternative hypothesis.
• It is common to report the strongest level at which the null 

hypothesis is rejected (0.05, 0.01 or 0.001)
• For decision making, should decide before testing which 

level to use



R Commands for hypothesis tests

• t.test(gpA,gpB, var.equal=FALSE, paired=FALSE)
• To compare group A against group B.
• gpA, gpB variables must be field normalised or from a single field 

and year
• Assumes the data is close enough to normally distributed (OK for 

MNLCS)
• wilcox.test(gpA,gpB)

• As above except does not assume normal distribution - OK for 
MNCS

• t.test(Citations,mu=3)
• Tests if the null hypothesis that the average is 3.
• Citations variable must be field normalised or from a single field 

and year
• Assumes the data is close enough to normally distributed (OK for 

MNLCS)
•



Hypothesis test example
Two groups are to be compared based on their MNLCS 
values. The test rejects the null hypothesis that they have 
the same MNLCS and retains the alternative hypothesis 
that their MNLCSs are different.

MNLCS values

P<0.05, so reject the 
null hypothesis



Limitations of hypothesis tests

• Binary with a cut-off, loosing information
• Complex to interpret when multiple tests run 

simultaneously
• Statistically significant differences may still be too 

small to be relevant if the data sets are huge
• Statistically significant but not practically relevant
• E.g., UK cancer research is 0.01% more cited than US 

cancer research.



Part 2:  Calculating 
post-hoc power



What is statistical power?  

• The power of a hypothesis test is the probability that 
the test rejects the null hypothesis (H0) when 
the alternative hypothesis (H1) is true.

• Statistical power calculations tells us how much data to 
collect in order to have confidence that a ‘moderate’ 
difference can be detected, if there is one.

• Ideally, power should be calculated before a study to 
decide how much data to collect for the study goals.

• There are mathematical formulae for this, based on 
assumptions of data distributions and the minimum 
difference that is useful to find.

• Post-hoc power is less useful.



What does statistical power tell 
bibliometricians?
• Bibliometrics usually has a pre-set amount of data.

• If you want to study 5 years of a department's output 
then that department will have a finite number of 
publications in that time period.

• No reasonable way to increase the dataset size
• Post-hoc power calculations can help to interpret 

the results
• E.g., if they show that the sample sizes are too small to 

detect anything except an enormous difference
• Retaining the null hypothesis gives little information in a 

low powered test
• Including power gives a more responsible use of 

indicators.



Post-hoc power calculations
Eyeballing confidence intervals gives a simple 
informal power test – interpret cautiously though

Possibility to detect small 
differences for earlier years

Possibility to detect massive 
differences for some early years



Part 3:  Adjusting for 
multiple comparisons



Multiple comparisons in 
bibliometrics - example
• You are looking at 6 different bibliometrics for the 

Maths Department.
• You run a series of hypotheses test to check whether or 

not each of the 6 bibliometric results show differences 
from the 'norms’.

• You now have a set of resulting 𝑝𝑝 values, and 1 of those 
values suggests a significant difference at the 0.05 level.

• If there are no differences then the chance of getting 
rejecting all six null hypotheses is:
0.95 × 0.95 × 0.95 × 0.95 × 0.95 × 0.95 = 0.956 = 0.74

• So there is a 26% chance of making a mistake, not a 5% 
chance!

• For 14 tests there would be a 51% chance of making a 
mistake. Eeeek.

Abigail’s tip: Chapter 4 
of Alex Reinhart's 
Statistics Done 
Wrong: The Woefully 
Complete Guide



Benjamini-Hochberg adjustment

• A method to control the chance of falsely 
concluding that there is a difference when there is 
none

• Relates to the False Discovery Rate (FDR) and familywise 
error rate

• Requires larger differences for statistical 
significance

• Minimises how much larger differences need to be 
to be significant



Benjamini-Hochberg details

• STEP 0: Run all statistics and record the P values for 
each one in ascending order

𝑃𝑃1 ≤ 𝑃𝑃2 ≤ 𝑃𝑃3 ≤ ⋯𝑃𝑃𝑛𝑛
• STEP 1: For the chosen significance level α, find the 

largest 𝑘𝑘 such that 

𝑃𝑃𝑘𝑘 ≤
𝑘𝑘
𝑛𝑛
𝛼𝛼

• STEP 2: Reject null hypotheses for 𝑖𝑖 = 1,2, … 𝑘𝑘. 
Retain the null hypothesis for 𝑖𝑖 = 𝑘𝑘 + 1, 𝑘𝑘 + 2, …𝑛𝑛. 



Example

• 5 tests are conducted, generating p values
0.009 0.011 0.042  0.101  0.786

• For significance level α=0.05, where 𝑘𝑘
𝑛𝑛
𝛼𝛼 = 𝑘𝑘

5
0.05

0.010 0.020 0.030  0.040  0.050
• We would reject the first two null hypotheses and 

retain the last three
• Without Benjamini-Hochberg we would (unsafely) 

reject the first three null hypotheses



Extra Benjamini-Hochberg 
conditions
• The tests must all be independent (does not work 

for multiple different indicators for the same data)
• Otherwise use Benjamini-Hochberg-Yekutieli

• Ties in the data are dealt with by
• Getting more decimal places for the 𝑝𝑝 values OR
• Giving all tied values the same (lowest) rank so they are 

all rejected or accepted & increasing next ranks by 1 
(instead of by the number of ties)



Summary

• Hypothesis testing a bit more powerful than 
eyeballing confidence intervals, but less intuitive?

• Statistical power calculations helpful to decide how 
big a difference might be detectable, based on the 
sample size

• Benjamini-Hochberg adjustment for multiple 
simultaneous tests
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